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Latent Variable Models & The Learning Goal

1. What is a Latent Variable Model?

We assume our observed data D = {x₁, x₂, …, xₙ} is generated 
from some true but unknown distribution pₓ(x).
 A latent variable model explains this data by introducing an 
unobserved (latent) variable z.

pθ(x) = Σ₍z₎ pθ(x, z)
 or equivalently

 pθ(x) = ∫₍z₎ pθ(x, z) dz

Intuition:

● Discrete z (e.g., z ∈ {1, …, M}):
 The latent variable zᵢ acts as a cluster assignment for each 
data point xᵢ.
 → Example: Gaussian Mixture Models (GMMs)

● Continuous z (e.g., z ∈ ℝᵏ, with k ≪ d):
 The latent variable zᵢ is a low-dimensional feature vector or 
compressed representation of xᵢ.
 → Foundation of Autoencoders and Variational 
Autoencoders (VAEs)

Example — Mixture of Gaussians (Discrete Latent 
Variable) 1D Mixture of Gaussians

In a 1D mixture of Gaussians, the latent variable z is discrete, and 
the prior Pr(z) is a categorical distribution with one probability λₙ for 
each possible value of z.

Pr(z = n) = λₙ
The likelihood of the data x given z = n is normally distributed with 
mean μₙ and variance σₙ²:

Pr(x ∣ z = n) = 𝒩ₓ(μₙ, σₙ²)
By marginalizing over all possible latent variable values, we get 
the overall data distribution:

Interpretation:
 From simple components (a prior over z and Gaussian likelihoods), 
we can construct a complex multi-modal distribution.
 Each mode corresponds to a cluster, and the mixture weights λₙ 
control their relative importance.





Nonlinear Latent Variable Models
Continuous Multivariate Latent Variable Model

In the nonlinear latent variable model, both the data x and the latent variable z are continuous and multivariate.
Prior:

 Pr(z) = 𝒩_z(0, I)
Likelihood:
 The likelihood of x given z and parameters ϕ is also Gaussian,
 but its mean is a nonlinear function of z, modeled by a neural network f[z, ϕ], and its covariance is σ²I (spherical):

Pr(x ∣ z, ϕ) = 𝒩ₓ( f[z, ϕ], σ²I )

Marginalizing over z:

Interpretation:

This can be viewed as an infinite mixture of Gaussians,
 where each z contributes a Gaussian centered at f[z, ϕ],
 weighted by Pr(z).The network f[z, ϕ] captures the key structure of the data, and σ²I represents residual noise.



General Principle for Learning Latent Variable Models

● The KL minimization objective compares the true data 
distribution pX with the model distribution pθ. Minimizing it 
makes the model approximate the data as closely as possible. 



Evidence Lower Bound (ELBO)

Jensen’s Inequality



ENCODER AND DECODER IN VAEs



The Reparameterization trick 







Training the Network: 
1. The Encoder 



2. The Decoder


